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Abstract 
 
This report describes the Integration Prototype “OKKAM Infrastructure V1” and roadmap to 
V2. This first OKKAM prototype integrates the initial version of the infrastructure for entity 
management to provide the first operational Entity Naming System (ENS) service – ENS V1 
and supports the initial set of OKKAM-empowered Tools to use and demonstrate it. The 
creation of the prototype is based on the OKKAM Project Milestones MS3 (Basic 
OKKAMization and entity import – WP4), MS4 (Basic Entity storage infrastructure – 
WP2/6) and MS5 (Basic Entity Matching Methods – WP2/3/6), where the implemented 
services for the OKKAM Infrastructure has been delivered by the involved WPs. 
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Executive Summary 
 
This report describes the Integration Prototype “OKKAM Infrastructure V1” and roadmap to 
V2: This first OKKAM prototype integrates the initial version of the infrastructure for entity 
management to provide the first operational Entity Naming System (ENS) service – ENS V1 
and supports the first set of OKKAM-empowered Tools to use and demonstrate it. The 
creation of the prototype is based on the OKKAM Project Milestones MS3 (Basic 
OKKAMization and entity import – WP4), MS4 (Basic Entity storage infrastructure – 
WP2/6) and MS5 (Basic Entity Matching Methods – WP2/3/6),, where the implemented 
services for the OKKAM Infrastructure has been delivered by the involved WPs. 
 
The ENS V1 Service includes initial versions of all of the major OKKAM components and is 
running on a 24x7 Quality of Service operational basis on the OKKAM Production Platform. 
The OKKAM ENS V1 service was demonstrated at the Pre-Review on 24th October 2008, 
and launched on the Production Platform in MAC on 14th November 2008, with an initial 
repository of 593,000 entities, including people and organisations extracted from Wikipedia, 
world cities extracted from Geonames, and other special entities. ENS V1 supports 7 initial 
fully operational OKKAM-empowered tools: OKKAM4MS plug-ins (Word, Internet 
Explorer and Outlook), OKKAM4P – Protege, FOAF-o-Matic, and OKKAM4FireFox  
 
ENS V1 is the first of the three OKKAM Integration Prototypes and Integration and 
Demonstration Subprojects (ISPs) and subsequent Project Reviews defined in the DoW, that 
structure the project development and production, foster systematic evolution towards the 
targeted OKKAM infrastructure and ensure integration of the contributions from the different 
PCAs into the infrastructure and the applications built upon it to be delivered as follows: 

1. OKKAM Infrastructure V1 – Nov08,  (Review 1 – Feb09)  
2. OKKAM Infrastructure V2 – Aug09,  (Review 2 – Jan10) 
3. OKKAM Infrastructure V3 – Apr10,  (Review 3 – Jun10) 

 
The results of each integration and demonstrator subproject are integrated into an integration 
prototype, which showcases the contributions achieved during the subproject. This process 
began with the Trento OKKAMnode as an initial fast prototype OKKAM Infrastructure V0, 
and has now achieved its first Milestone with the release of the first operational ENS V1 
service. Thus there is always a running OKKAM System, and the development process is then 
a continuous incremental development and improvement of its components using the 
OKKAM Distributed Development gForge Platform at www.okkamdev.org and their 
integration into the current operational system, using the procedures and guidelines defined in 
D5.1 (OKKAM Development and Deployment Guidelines). 
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1. Introduction 
 
The OKKAM project aims to enable the Web of Entities, a global digital space for publishing 
and managing information about entities, where every entity is uniquely identified, and links 
between entities can be explicitly specified and exploited in a variety of scenarios. Compared 
to the WWW, the main differences are that the domain of entities is extended beyond the 
realm of digital resources to include objects in other realms like products, organizations, 
associations, countries, events, publications, hotels or people; and that links between entities 
are extended beyond hyperlinks to include virtually any type of relation. 
 
However, to make this happen, the Web of Entities must trigger (as the WWW did) what 
economists call network externality effect, and this requires at least three pillars to be in 
place:  

1. a suitable infrastructure which can support the open and sustainable growth of the 
Web of Entities;  

2. a critical mass of new entity-aware content and data accessible to a very large number 
of users in a relatively short time; 

3. a collection of exemplary and high impact applications, which can prove to the key 
players in ICT that investing on the Web of Entities is worthwhile. 

 
The OKKAM project presents a strategy and an effective work plan to build the three pillars 
of this Web of Entities, not only from a technical point of view, but also from a social, 
organizational and business-oriented perspective. This deliverable focuses on the first pillar 
but also contributes to the third. 
 
This report describes the Integration Prototype “OKKAM Infrastructure V1” which is the first 
OKKAM prototype that integrates the initial version of the infrastructure for entity 
management to provide the first operational Entity Naming System (ENS) service – ENS V1 
and supports the initial set of OKKAM-empowered Tools to use and demonstrate it. 
 
This report builds on inputs from: 

·  D1.1-Requirement Analysis Report-WP 1-M4 
·  D1.2-Requirements Analysis for Entity-Centric Information Management in Corporate 

Environments-WP1-M4 
·  D5.1-OKKAM Development and Deployment Guideline-WP5-M4 
·  D6.1-Joint Report on Entity Management Fundamentals-WP6, (WP2, WP3)-M9 
·  Pre-Review Meeting inputs and feedback, held on 24 October 2008. 

And parallels 
·  D8.1-Mockup “Entity-centric Search Engine”-WP8-M11 

 
The ENS V1 Service includes initial versions of all of the major OKKAM components and is 
running on a 24x7 Quality of Service (QoS) operational basis on the OKKAM Production 
Platform. The OKKAM ENS V1 service was demonstrated at the Pre-Review on 24th October 
2008, and launched on the Production Platform in MAC on 14th November 2008, with an 
initial repository of 593,000 entities, including people and organisations extracted from 
Wikipedia, world cities extracted from Geonames, and other special entities.  
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ENS V1 supports 7 initial fully operational OKKAM-empowered tools:  
 

1. OKKAM4MS plug-ins 
a. Word,  
b. Internet Explorer  
c.  Outlook  

2. OKKAM4P – Protege 
3. FOAF-o-Matic,  
4. OKKAM4FireFox  

 
ENS V1 is the first of the three OKKAM Integration Prototypes and Integration and 
Demonstration Subprojects (ISPs) which showcases the contributions achieved during the 
subproject. This process began with the Trento OKKAMnode as an initial fast prototype 
OKKAM Infrastructure V0, and has now achieved its first major milestone with the release of 
the first operational ENS V1 service. Thus there is always a running OKKAM System, and 
the development process is a continuous incremental development and improvement of its 
components using the OKKAM Distributed Development gForge Platform at 
www.okkamdev.org and their integration into the current operational system, using the 
procedures and guidelines defined in D5.1 (OKKAM Development and Deployment 
Guidelines). 
 

1.1 WP5 - Integration, Technical Management and Rol l Out 
 
This is the second deliverable of workpackage 5 (WP5). WP5 is producing the three OKKAM 
integration prototypes (in Nov08, Aug09 and Apr10) that will systematically evolve towards 
the targeted OKKAM infrastructure and ensure integration of the contributions from the 
different PCAs into the infrastructure and the applications built upon it. The integration 
prototypes will be the basis for the creation of the OKKAM applications. Together with the 
applications they will also form the basis for the planned system demonstrations to potential 
users of the infrastructure and of the applications. These prototypes will also showcase the 
contributions achieved during each of the 3 Integration and Demonstration SubProject (ISP) 
phases of the project which will be targeted towards a specific “type of entity”, which defines 
the subproject focus: 

·  ISP-1: “Foundations of the Entity centric approach OKKAM Infrastructure” 

·  ISP-2:  “Matching, Ranking Searching” 

·  ISP-3:  “Advanced extraction, Reasoning and Evolution”, focused on entities related 
to the organizational knowledge management application. 

 
Based on the user requirements (from WP1) the specific project objectives of WP5 are to : 

1. Coordinate development and delivery of the three integration prototypes based on the 
research and development results in the different Project Competence Areas (PCAs) 
from WP2, 3, 4, 6 and 7. 

2. Ensure that these prototypes are used to integrate and coordinate coherent delivery of 
the 3 applications from WP8, 9 and 10 leading to their demonstration in WP15. 

3. Use each of the operational prototypes to feed into the community building, roll-out 
and operation work as the project progresses. 
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4. Design the roll out plan and organize the on-going public launch of the OKKAM 
infrastructure. 

 
WP5 began with the definition of the D5.1 Guidelines - in parallel with the user requirements 
work of WP1, particularly T1.7 (Requirements for Technical Infrastrucuture). This work 
investigated the practices adopted and rules to be followed, when developing and deploying 
components for the OKKAM infrastructure. It is a manifestation of the rules set up to ensure 
sustainable OKKAM infrastructure development. This work also included the investigation 
and establishment of a suitable distributed development management platform (gForge at 
www.okkamdev.org) to manage and coordinate the coherent production and integration of all 
components of the 3 integration prototypes by the various development teams over the 
duration of the project.  The infrastructure also enables bug reports and the entering of feature 
requests. 
 

 
Figure 1 WP5 within the overall OKKAM work structure 

 
The effort of WP5 is budgeted to be 85 Person Months (PMs), or 11% of the total project 
effort, distributed amongst the partners as follows: 
 

Partners PMs % 
MAC  32.0 38% 
EPFL 14.0 16% 
LUH 10.0 12% 
UNITN 8.0 9% 
UMA 8.0 9% 
EXP 4.0 5% 
SAP 3.0 4% 
ANSA 3.0 4% 
NUIG 3.0 4% 
TOTAL  85 100% 
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The WP5 OKKAM ENS service provision, is positioned within the overall OKKAM 
implementation strategy as follows: 
 

 
Figure 2 OKKAM WP5 Implementation Strategy 

This WP5 service implementation approach ensures: 

�  Tight inter-organizational collaboration across the consortium 
�  No last-minute patchwork of independent pieces 
�  Synergies on shared skills and competence 
�  Intensive use of collaborative tools (e.g. wiki, mailing lists, virtual seminars, 

virtual meetings) + f2f meetings 
�  Strong focus on engineering and integration 
�  Clear development guidelines (D5.1) and strict enforcement 
�  Closed gforge platform for code sharing and bug tracking 
�  No isolated modules, but a coherent infrastructure (tradeoffs …) 
�  Parallelization of Research and Production infrastructure  

�  Strong emphasis on impact, service deployment and exploitation 
�  We can’t convince users if you have nothing to show … 
�  … but what you show must be convincing 
�  Early focus on market feedbacks 
�  SWOT analysis and market analysis  

 

1.2 OKKAM Integration and Demonstration Subprojects 1 
 
The three OKKAM Integration and Demonstration Subprojects structure the project, 
foster systematic evolution towards the targeted OKKAM infrastructure and ensure 
integration of the contributions from the different PCAs into the infrastructure and the 
applications built upon it. The results of each integration and demonstrator subproject are 
integrated into an integration prototype, which showcases the contributions achieved during 
the subproject. The following table gives an overview of the subprojects, the related 
integration prototypes and the relevant deadlines.  

                                                           
1 See section B.1.3.1.4 of the DoW. 
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 Subproject title Integration prototype Deadline 

ISP-1 Foundations of the Entity-centric approach OKKAM Infrastructure V1 Nov08 
ISP-2 Matching, Ranking Searching OKKAM Infrastructure V2 Nov09 
ISP-3 Advanced extraction, Reasoning & Evolution OKKAM Infrastructure V3 

[Operational infrastructure] 
Jun10 

Table 1: The OKKAM Integration and Demonstration Subprojects 

 

1.2.1 Integration Prototypes 
 
ISP-1, ISP-2 and ISP-3 will be targeted towards a specific “type of entity”, which defines the 
subproject focus. This means that the development of matching and recognition methods will 
focus on the respective entity type. Currently, ISP-1 is focused on entities that represent 
persons as well as related entities like organizations. ISP-2 will focus on events and location. 
ISP-3 finally will focus on entities 
of type “product” and related 
entities targeting the organization 
knowledge management application 
 
The 3 integration prototypes will be 
delivered: 

1. Month 11 (Nov 2008) 
2. Month 20 (Aug 2009) 
3. Month 28 (Apr 2010) 

 
The integration prototypes are the basis 
for the creation of the OKKAM 
applications, foster systematic evolution of project results, ensure horizontal integration of 
RTD contributions, result in integration prototypes, are the main drivers during the project 

life-cycle and cause all work to converge (at least) 3 
times in the 30 months of the project 
 

Together with the applications they also form the basis for the planned system demonstrations 
to potential users of the infrastructure and of the applications.  
 
The WP5 process started very early in the project with Technical Peer Group Walk Throughs 
of the components of UNITN’s OKKAM Infrastructure V02. This provided Partners’ software 
developers with: 

o an insight to the thinking behind them,  
o sample OKKAMised content in its repository, and  
o initial OKKAM empowered applications. 

 
These insights provided developers with shared insights and a more coherent basis for their 
own OKKAM development, and evolution towards the ENS V1. This approach of sharing, 
evolving and integrating will be continued throughout the project. 
 

                                                           
2 At the Kickoff Meetings in Trento on 16-18 Jan 2008 

Figure 3  OKKAM Integration Prototypes 
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The overall aim is to foster coordinated and consistent design and development of the various 
components and services within the OKKAM infrastructure, the efficient and consistent 
deployment of the developed components respecting the overall nature of the OKKAM 
infrastructure, and the sound interaction between OKKAM infrastructure operation and 
further development. 
 

1.2.2 Preparing operation and going public 
 
The prototypes of the OKKAM infrastructure developed in the ISPs are the basis for going 
public with the OKKAM infrastructure. Here a staged approach is planned, where the ENS 
V1 is a restricted version of the OKKAM infrastructure is now already made available 
publicly early in the project to start attracting an interested community. This will be followed 
by launching events for extended versions as the project progresses. 
 
It is crucial for the success of the OKKAM approach that everything that is made available 
publicly is of high quality, stable, user friendly and well documented.  Going public, 
particularly this first step with ENS V1, thus, includes the operation of a separate stable, 
operational and populated instance of the OKKAM system that is accessible by the general 
public for finding, assigning and re-using entity-ids. This ENS V1 system OKKAMnode 
instance will not be affected by current development within the project. Furthermore, its 
operation will be monitored and data will be replicated for ensuring persistence. 
 
The details of preparing the operation of the public OKKAM infrastructure will be agreed and 
described in the Roll out and operation plan (D5.5).  A first formal launching event for the 
OKKAM infrastructure is planned for mid 2009. This will be based on the ENS V1.1 which 
will be the next upgrade to the currently available service. It is planned to put the launching 
event in the context of another event such as a conference, where a potentially interested 
community is already assembled. ESWC 2009, WWW 2009, and ISWC 2009 are promising 
candidates for this purpose. The members of the respective communities will be good pilot 
users of the OKKAM infrastructure, since they are mostly open-minded and aware of the 
problems that OKKAM is addressing. It is also foreseen to realize a small service on top of 
the infrastructure for the launch event, which is tailored to the event context and raises the 
attractiveness of using the OKKAM infrastructure and gets community members involved. 
Ideas for this service will be decided by the OKKAM project team, perhaps after the 
experience of demonstrations at the First Project Review in February 2009. The launch event 
will be accompanied with further marketing activities to raise the awareness.  
 
At that point of the project, further OKKAM results will be available as well, which will 
further strengthen the impact of the launching event. This includes the community web portal 
and a first set of OKKAM-empowered tools. The community web portal will be up and 
running (D14.5, Month 15) enabling interested users to follow up with OKKAM and its 
further development, e.g. by getting actively involved in further OKKAM developments. The 
availability of OKKAM –empowered tools will increase the usefulness and usability of the 
launched infrastructure. 
 
The targeted performance of this first launch of the OKKAM infrastructure will be defined 
during the requirement analysis activities of the OKKAM project. It will be based on an 
analysis of the expected user cases and the related user expectations with respect to the 
performance. The achieved performance of the launched ENS V1 service will be evaluated 
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and compared with the targeted performance. The targeted performance as well as the results 
of these evaluation activities will become part of the report “OKKAM in Numbers” (see WP 
12). The target performance of the ENS service will evolve with the launch of new versions 
along different dimensions, which mutually influence each other. This includes a growing 
number of entities, a growing number of entity types, optimization of employed algorithms, 
integration of more advanced methods into the employed solutions, etc. It will be part of the 
OKKAM in numbers activities to dynamically adapt the target performance to the project 
developments and user expectation and to monitor the achieved performance parameters. 
 

1.3 Development Roadmap to OKKAM Infrastructure V1 Integration 
Prototype 

 
The WP5 development work of Task 5.2 that led to the current OKKAM Infrastructure ENS 
V1 Integration Prototype and this report, is shown in the following work plan: 
 

 
Figure 4 WP5 Roadmap to ENS V1 
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2. OKKAM ENS V1 Service 
 
The OKKAM vision is an open, decentralized and global knowledge space (the “Web of 
Entities”) in which every entity (individual, instance, “thing”) named on the Internet is 
assigned a unique global (public) identifier. Ideally, the same identifier (modulo ID 
resolution) is used to name the same entity across any type of device, format, application, 
service, domain, language. A whole new generation of entity-centric tools and applications 
will make use of these identifiers to design and implement more intelligent services for a 
large number of users.  
 
The OKKAM System has a repository for storing the entity identifiers (that will in later 
version be distributed and replicated) along with some small amount of descriptive 
information for each entity. The purpose of storing this information is to use it for 
discriminating among entities, not exhaustively describing them. Entities are described by a 
number of attribute-value pairs, where the attribute names and the potential values are user-
defined (arbitrary) strings. The exact number of attribute-value pairs used to represent an 
entity is not preset, but may vary according to the information provided for each specific 
entity. 
 
Clients interact with the system through the OKKAM Services layer. Clients can be both 
human users and applications. There are two types of interaction.  

1. Clients inquire about the identifier of 
an entity by providing a set of 
attributes that describes this entity. If 
the entity exists in the repository, the 
system returns its identifier.  

2. Clients may modify the state of the 
repository, either by inserting a new 
entity in the system, in which case 
OKKAM returns the newly assigned 
identifier, or by changing some of the 
attributes of an existing entity. 

 
As shown in the figure, the end result is that 
all instances of the same entity (i.e. mentioned 
in different systems, ontologies, web pages, 
etc.) are assigned the same OKKAM identifier. Therefore, joining these documents and 
merging their information becomes a much more simple and effective process than before. 
The first step towards this ambitious system was made with the launch of V1 of the OKKAM 
Entity Naming System (ENS) Service. 
 

Figure 5 OKKAM System 
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2.1 OKKAM ENS V1 Launched 
 
The OKKAM ENS V1 service was launched on the single 
Production Platform in MAC on 14th November 2008. This  
has a complete hot-backup to ensure 24x7 Quality of Service 
continuous operation of the service. In addition it is running 
on the R&D Platform at L3S, and the Development 
Platforms in EPFL and UNITN. These focus on 
Integration/Matching, Storage and Lifecycle/Importing, 
respectively. 
 
The OKKAM ENS V1 Service consists of the following 
initial components: 

a) OKKAMcore - OKKAMpublic 
b) OKKAManorm – initial storage repositories layer 
c) OKKAMmatch – matching component. 
d) OKKAMaccess - Access Manager  
e) Web Services Interface 
f) OKKAM lifecycle - LifeCycle Manager  
g) System Logger 
h) ZipImporter – for importing OKKAMised content. 

 
These core components are illustrated in the following diagram: 
 

 
Figure 5  ENS V1 Components 

�  Storage component: stores IDs with the 
corresponding profiles and provide rich indexes 
for efficient retrieval 

�  Matching component: uses a library of 
methods to match any arbitrary description of an 
entity to its ID (if any) in the ENS repository 

�  Lifecycle component: controls the evolution of 
the ENS repository through time and space 

�  Access: supporting; 
�  OKKAM web services: provide general 

APIs allowing authorized users of 
application to access and interact with 
the ENS 

�  ENS-enabled applications: any 
application which can use the interfaces 
to interact with the ENS 

 

 

Figure 4 ENS Service Platforms 
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A search of the ENS V1 service with a simple user 
friendly interface can be tested at www.okkam.org by 
clicking “Search the ENS” on the home page as follows: 
 
 
 
The following is an example of a search result: 
 

 
Figure 6  Example of ENS Search Result3 

 
The ENS V1 was launched with the following content 

·  People & Organizations  
·  425.105  persons 
·  99.325 organizations  
·  Extracted from Wikipedia using Named Entity Recognition (NER)  

·  All world cities over 1000 inhabitants,  
·  77.541  locations 
·  Extracted from Geonames dataset  

·  Special entities - MDBI dataset   
·  1.017 special entities 

·  Total: 592.988 Entities 
 

                                                           
3 Note that this query took 604mS, which indicates that the distributed webservices interactions (between 
UNITN and MAC) operate quite fast, even though the ENS V1 architecture has not yet been optimised for 
operational performance. However the repository is small scale as yet, and is running on just one server. The 
service performance and latency will now be logged (see Annex A) and included in the “OKKAM in Numbers”. 
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2.2 OKKAM Empowered Tools 
 
The ENS V1 supports the following fully operational and OKKAM-empowered tools. 
 

1. OKKAM4MS plug-ins 
a. Word,  
b. Internet Explorer  
c. Outlook  

2. OKKAM4P – Protege 
3. FOAF-o-Matic,  
4. OKKAM4FireFox  

 
These can be be tested and run from the TestTubes Tab page of www.okkam.org4  
 

 
Figure 7 OKKAM Empowered Tools Test Tubes Page 

 
As the ENS V1 has been launched and is available as the first common instance of the 
OKKAM service, it can now be used by Partners using all of these OKKAM-empowered 
tools to not only create further OKKAMised content, but also to undertake common 
experiments and use-cases that will begin to  

·  verify the assumptions and user requirements analysis of WP1,  
·  what the service is good (and not good) for,  
·  quantify scale and performance issues,  
·  explore operational procedures (including integrity and trust), and  
·  identify the critical success factors of the eventual service.5  

                                                           
4 At www.okkam.org/test-tubes  
5 As recommended in the OKKAM Report of the Pre-Review Meeting of 24/10/2008. 
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It can also now be used as a real demonstrator of a-priori resolvable persistent global 
identifiers, to begin analysing the business benefits, requirements, opportunities and possible 
risks of the service. Its only when the actual service is demonstrated that this can be 
realistically understood and assessed by users, and can it compare, contrast and possibly 
collaborate with potentially competing approaches and/or services6. This will also enable a 
start to be made on the networking and development of the wider OKKAM community that 
will be critical to the long-term sustainability and development of the eventual ENS service, 
as discussed in D5.17. 

                                                           
6 For instance, such as the announcement of OpenCalais 4, see www.opencalais.com/node/9501  
7 D5.1 OKKAM Development and Deployment Guidelines, March 2008. 



 D5.2 Integration Prototype “OKKAM Infrastructure V1 
 

© OKKAM Consortium 2008 - FP7-IST-215032 4-Dec-08 Page 17 of 49 

 

3. OKKAM ENS V1 Architecture & Components 
 
From a macroscopic point of view, there will be a large-scale, global, OKKAM service, called 
OKKAMpublic, which provides for the Entity Repository and a service infrastructure so that 
tools and applications can make use of this new technology at the base of the OKKAM 
architecture. Furthermore, we envision "corporate" OKKAM servers, which are installations 
of the OKKAM infrastructure within local networks, intranets, etc., that enable organizations 
to run their own entity repositories for applications that deal with information that has a 
limited, private scope. These corporate OKKAM will be able to  - but are not required to - 
either synchronize part of their information with OKKAMpublic, or publish themselves a 
selected part of their information based on access rules8.  
 
As illustrated in the figure below, the OKKAM project will provide for three specific 
applications on top of OKKAMpublic, 

1. The OKKAM Portal, which will include an entity-centric search engine 
2. A rich entity-aware content authoring environment 
3. An application in the area of entity-centric organizational knowledge management 

 
The OKKAM Portal will maintain its own, domain- and application specific content, but will 
- apart from that - build directly on top of OKKAMpublic. The other two applications are 
envisioned to maintain their own content, and 
will additionally build on their own secure and 
private corporate OKKAMs, which 
architecturally speaking are what we call 
OKKAMnodes, described in further detail below 
(also OKKAMpublic is in fact "only" an 
OKKAMnode, but due to is unique character 
and envisioned size is given its own name). 
 
What remains to be described from the 
microscopic perspective is the OKKAMnode, as 
illustrated in the figure. It represents one 
"installation" or "instance" of the OKKAM 
system, and consists of a layered architecture. 
 
The components of the current ENS V1 are shown in the last section. The eventual OKKAM 
architecture will be open, global, decentralized and include  

·  Replicated public nodes (ENS servers) hosted in different locations 
o The ENS V1 on the OKKAM Production Platform is the first of these. 

·  Local “corporate“ nodes for non-public data (and caching) 
o The other Project Platform are currently examples of these. 

 
This is illustrated in the following diagram: 
 

                                                           
8 These processes, their management and the necessary strategies and large-scale algorithms are part of the 
research outcome of the project, as described in DoW. 

Figure 8 OKKAM Global Architecture 
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Figure 9 OKKAM Architecture 

 
This vision presents many challenges for the service, its content and tools to use it. The 
current ENS V1 is merely the first step and platform to address these. The following lists 
some of the core challenges, that are being addressed by the indicated workpackages (WP): 

�  Storage and indexing [WP2]: 
�  High scalability (billions of entities) 
�  High performance for retrieval 
�  Distribution (sync, alignment, coordination, indexing) 
�  Schemaless indexing and retrieval 
�  Public/private interactions 
�  Data management through time  

�  Entity matching [WP3]:  
�  High performance (below a second for returning results) 
�  Schemaless matching 
�  Variety of queries 
�  Success rate at top 10 above 90 % 
�  Combining different methods and heuristics at runtime 

�  OKKAMization [WP4]  
�  (Semi-)Automated named entities recognition in a variety of formats 

(unstructured/semi-structured/structured) and semantic context extraction 
�  Beyond standard NLP: matching named entities with OKKAM profiles to get 

IDs 
�  Non-invasive annotation of different formats of content (e.g. plain text, 

HTML, XML, RDF/OWL, PDF, relational) 
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�  Repository population [WP4]:  
�  Extracting and importing entity profiles from a wide range of heterogeneous 

sources (e.g. wikipedia, news items, geonames, uniprot, catalogs, 
ScienceDirect, etc.) 

�  Data cleansing (prevent garbage-in, avoid  or detect duplicates, avoid privacy 
law infringements, etc.) 

�  Enabling fast bulk import from datasets in standard formats 

�  Integration [WP5]:  
�  Agreed shared development methodology (and use it!) 
�  Ensuring the stability of interfaces and data throughout the lifetime of the 

project 
�  Reliability reconciled with research evolution 

�  Lifecycle management [WP6]:  
�  Entity representation (no fixed schema!) 
�  Entity evolution (e.g. creation & update) 
�  Repository adaptation (e.g. merge/split) 
�  Security vs. accessibility requirements 
�  Data lineage 

�  OKKAM-empowered tools [WP7]:  
�  Identify the most relevant tools and invest on them 
�  Create a collection of common functionalities for OKKAM-empowered tools 
�  Work on a recognizable presentation layer (across tools) 
�  For any format, design ad-hoc solutions for querying the ENS for IDs and for 

processing ENS results 
 

3.1 ENS V1 Architecture 
 
The diagram (from section 2.1) illustrates the ENS V1 
OKKAMnode architecture: 
 
OKKAMstore  – in this layer many crucial problems of 
the architecture are addressed, as it deals with the 
mapping from logical to physical representation of 
entities. On the logical level, this layer’s repository 
represents the core data necessary to identify and 
disambiguate each entity, and also stores pointers from 
the OKKAM entity into other (external) public 
information systems, such as the WWW, knowledge bases 
and databases. 
 
On the physical level, this layer takes care of the 
management of the massive amount of data that has to be 
stored, potentially in a distributed or peer-to-peer fashion, 
and the respective lower-level query mechanisms.  
 
It was agreed early in the project that storage would be 

Figure 10 OKKAMnode Architecture 
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planned from the beginning to support replication for OKKAMpublic, and to support a local 
OKKAMnode with private entities, private attributes for public entities, and caching9. 
 
Private OKKAMnodes will contain entities private to the organization and will have their 
own private attributes. It will push the changes to the public repository as and when required 
although this is not mandatory. The private node may contain more attributes these attributes 
can be used inside a corporation to give more information about the entity.10  
 
The storage layer (OKKAMstore) is not designed to be used by users directly; instead, higher 
level services such as the entity matching engine or the lifecycle management engine interact 
with the OKKAMstore. Hence, the set of requirements for OKKAMstore is mainly specified 
in the form of API (Application Program Interface), which is used by the higher level services 
to interact with OKKAMstore. 
 
OKKAMmatch  On top of the storage layer, we position the matching layer, which provides 
for higher-level query and matching functionality in the system. One of the main tasks of an 
OKKAMnode is to match input data from an application against all the entities in the 
repository and to find a (list of) candidate(s) which fulfill the criteria for further processing by 
the application. The respective methods are situated on this level. 
 
OKKAMaccess To enable a secure and controlled access, all requests to an OKKAMnode 
have to pass an access level before queries can be issued. There is a second level of access 
control besides the query and matching level which takes care of the issue of which data from 
the storage level may be analyzed to answer a matching or query request. This aspect will be 
elaborated in far more detail during the course of the project in ENS V2 and V3, and 
represents one of the main research objectives of the OKKAM project. 
 
OKKAM Empowered Tools. As part of the OKKAM application services, an outcome of 
the project will be a set of user-friendly horizontal applications that enable the community of 
users to create OKKAMized content. Examples include a plug-in for the widely used 
ontology editor Protégé which has already been developed in prototype form, as well as word-
processors and HTML editors that have the ability to annotate entities in their documents with 
identifiers from OKKAM.  
 
For the creation of OKKAM empowered tools the OKKAM Team will not only rely on its 
own development resources. Rather we will follow a pro-active policy of contacting tool 
providers and to try to get them involved in providing OKKAM extensions for their tool. 
Hence the importance of a publically accessible operational ENS V1 at this stage of the 
project. 
 
OKKAM Services. Every OKKAMnode will provide a set of largely application and 
domain-independent services that ease the OKKAMization of larger datasets, the manual 
entry of entities into OKKAM by a user, or the bulk import of entities through special file 
formats that will be specified throughout the project. 
 
OKKAMlifecycle : All entities in the OKKAM repository will have a lifecycle. To guarantee 
the manageability and sustainability of the repository in terms of size, as a model and 
corresponding algorithms for the aging of information are required. Furthermore, the 
                                                           
9 At the Hannover meeting in March 2008,  
10 From D1.1 “OKKAM Requirement Analysis Report, April 2008 
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representation of an entity is subject to constant change, which requires learning algorithms to 
assess the part of the representation that is of core importance, which again influences the 
aging of information.  
 

3.2 ENS V1 Operation 
 
From a macroscopic point of view, and as shown in the 
figure, the ENS V1 service consists of:  

·  an integrated set of core components which 
constitutes the Entity Name System (ENS) and 
provides a set of services; 

·  one or more client libraries that ease access to 
these services; 

·  new applications (or extensions to existing 3rd-
party applications) which access and use these 
services, either directly, or through the use of the 
provided client libraries. 

 
The ENS itself currently consists of the components described in the last section. Their 
operation and evolution are managed as follows: 

·  Core: the integrating component that provides interactions 
between the components (managed by WP5); 

·  Matching: responsible for entity matching (managed by 
WP3); 

·  Access: component responsible for security-related 
functionality, e.g. access control (managed by UMA and 
UNITN in the context of PCA-5); 

·  Life-cycle: responsible for everything that concerns the 
evolution of data in the ENS (managed by WP6); 

·  Storage: responsible for storage of data in the ENS 
(managed by WP2). 

These components are integrated using “runtime loading”. This means that they form 
individual compilation units which are distributed independently in binary form, and not 
bound together at compilation time. This is achieved through a plug-in architecture that uses 
interfaces, registries and factories for component management11. 
 
The 3rd-party libraries that the components use are integrated by dynamic binary binding at 
compilation time. 
 

                                                           
11 See “Eclipse Modeling Framework: a developer's guide”, Frank Budinsky, Published by Addison-Wesley, 
2003, ISBN 0131425420, 9780131425422. 

Figure 11 ENS V1 Operational Elements 

Figure 12 Components of 
ENS V1 
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So ENS V1 is accessible through the services it provides, and is thus constructed as a 
component in a Service-Oriented Architecture (SOA12). The services are provided following 
the SOAP Web Service standard13. 
 
A web service decouples the service provider from the service consumer, in that technically it 
is a mere exchange of XML documents over the HTTP protocol, and thus prevents any “code 
contact” between provider and consumer. In this respect, using a web service is identical to 
viewing an HTML page in a web browser: every view of a remote document on the web is in 
fact the use of a web service. 
 
The services provided by ENS V1 can either be used directly by a software application over 
the network, or through one of the client libraries provided. The client libraries are usually 
accessed through dynamic binary binding at compilation time, and then perform the tasks of 
data exchange with the web services over the network. 
 

3.3 OKKAMpublic API 
 
The public API for use by client applications of OKKAM ENS V1 is available at  
 

http://api.okkam.org/okkam-core/services/WebServices 
 
This provides the following functionality: 

·  entity search  
o Searching for an entity is effected by submitting a search query, evaluating the 

returned query result, and retrieving individual entity profiles  
·  creation of new entity  

o Creation of a new entity is effected when a search query returns a null result.14 
·  retrieval of individual entity profile by entity id  

o returns an entity profile for a given entity identifier. 
·  retrieval of entity ID by alternative id  

o returns an entity identifier for a given alternative identifier15. 
·  retrieval of set of alternative IDs by entity ID  

o returns a set of all identifiers that OKKAM knows to be part of the set of 
alternative identifiers plus the entity identifier of the entity 

·  retrieval of set of alternative IDs plus entity ID by alternative ID 
 

The API includes functions as well as conceptual models of the data that have to be 
exchanged. 

                                                           
12 http://en.wikipedia.org/wiki/Service-oriented_architecture 
13 http://en.wikipedia.org/wiki/SOAP_(protocol) 
14 See “Entity Creation Process in OKKAM” for an in-depth discussion on this, downloadable from  
www.okkam.org/intranet/work-packages/wp6-lifecycle-
management/entcreatmod/Entity%20Creation%20Documentation/Entity%20Creation%20Process%20in%20OK
KAM-v1.doc/at_download/file  
15 See http://fp7.okkam.org/intranet/okkam-networking/okkam-and-linked-data for a discussion of this and other  
alternative ID options. 
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3.3.1 Detailed API Description 
 
The following is the logic of the OKKAMpublic API: 
 

// Abstract base class for representing an entity 
class Entity { 
} 
 
// The default representation of an entity to be used  
class DefaultEntity extends Entity { 
} 
 
// This class is responsible for writing entities to the index or database. 
class EntityWriter { 
 // Writes an entity to index 
 public write (Entity entity); 
 // Deletes an entity given an entity id 
 public delete (int EntityID); 
  // Updates an entity 
 public update (int EntityID, Entity entity); 
}  
 
// This class is responsible for reading entities from the index or database 
class EntityReader { 
 // Read an entity given an entity ID 
 public Entity read (int EntityID); 
 
//Given an attribute-value pair finds all entities satisfying them. Assumes //that 
'Attribute' and 'Value' are implemented 
 public Entity[] read (Attribute attr, Value value); 
 // 'EntityCollector' returns an iterator over the matched entities 
 public EntityCollector read (Attribute attr, Value value); 
} 
 
//Abstract base class describing similarity  
class Similarity { 
} 
 
//Default similarity implementation 
class DefaultSimilarity extends Similarity { 
} 
 
//This class is responsible for searching and matching entities. 
class EntitySearcher { 
 // Similarity representation to be used while searching 
 private Similarity similarity; 
 public getSimilarity(); 
 public setSimilarity(Similarity similarity) 
 // Finds matching entities for the given query. We can construct a query,  

// for example, a “BooleanQuery” and then get the matching entities for it.  
 pubic Entity[] search (Query query); 
 // 'EntityCollector' returns an iterator over the matched entities 
 public EntityCollector search (Query query); 
} 
 
class Query { 
} 
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// An implementation of boolean query  
class BooleanQuery extends Query { 
 public void setPredicates() 
}  

 

3.4 OKKAMstore in ENS V1 - AnormStore 
 
The entity representation is decided apriori by consensus. The entity representation may grow 
until it does not affect the overall efficiency and scalability of the OKKAMstore. The 
OKKAMstore should also store the relationships between entities. Other information 
regarding the entity can be stored as entity attributes. Also, the statistics (number of times 
matched, number of times downloaded, etc.) associated with an entity will be stored in a 
separate database as these will require frequent updates. 
 
WP2 is responsible for developing the OKKAM scalable and distributed storage and indexing 
infrastructure - OKKAMstore. This includes a Search API which offers a collection of 
methods for querying over the stored entities and their related information. The OKKAM 
matching framework will mainly use this search API to retrieve: (i) the set of the possible 
matching candidates for specific entity profiles, and (ii) additional information about entities 
to assist the process in the matching modules, for example the reference of the resource from 
which the entities were extracted. 
 
OKKAM uses a 2-level matching architecture. First, a matching request is forwarded to the 
OKKAMstore V1 large-scale distributed storage layer known as AnormStore. It uses an 
inverted index to return a constant number of top-matching candidate entities. This process is 
known as coarse matching. Second, the list of candidate entities is processed by customized 
matching modules based on the content of the entities. 
 
AnormStore is a Java based data storage system that stores the entities in a fault tolerant, 
scalable and distributed database as well as indexing the entities to enable efficient lookup. It 
uses the following open source software: 

·  Apache HBase16 for the storage of entities. It is an open-source, distributed, column-
oriented data store built on top of Apache Hadoop (an open-source Distributed File 
System similar to the one developed by Google (GFS)17, which provides 
functionalities similar to that of the Google's BigTable18. 

·  Lucene19 is an open-source search engine library that implements full text search. By 
default it uses the TF-IDF algorithm for scoring the results. As it is written in a 
platform independent language (Java), it can be used across platforms. Lucene builds 
an inverted index20 for efficient query processing. Lucene query language21 can be 

                                                           
16 http://hadoop.apache.org/hbase/docs/r0.2.0  
17 Snajay Ghemawat, Howard Gobioff, Shun-tak Leung, “The Google File System”, 19’th ACM Symposium on 
Operating Systems Principles, NY, October 2003 
18 Fay Chang, Jeffrey Dean, Sanjay Ghemawat, Wilson C. Hsieh, Deborah A. Wallach, Mike Burrows, Tushar 
Chandra, Andrew Fikes, and Robert E. Gruber, “Bigtable : A Distributed Storage System for Structured Data”, 
OSDI'06: Seventh Symposium on Operating System Design and Implementation, Seattle, WA, November, 2006. 
19 http://lucene.apache.org/java/2_3_2  
20 Ricardo Baeza-Yates, Berthier Ribeiro-Neto, “Modern information retrieval”, Addison-Wesley Longman, 
1999 
21 http://lucene.apache.org/java/docs/queryparsersyntax.html 
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used to specify queries. A query can be a simple query containing a set of terms or a 
complex query containing groups of multiple terms with Boolean operators in 
between. Using the query language one can also perform wild card, fuzzy and 
proximity searches. 

·  Apache Solr22 for indexing the entities. Solr is an enterprise search server built using 
Lucene search library. It provides many features like scalability (efficient replication 
to other Solr search servers), external configuration via XML file, fast incremental 
updates and automatic snapshot distribution, etc. 

 
The OKKAMstore V1 AnormStore explicitly, with the help of Solr, handles the distribution 
and replication of the index. On the other hand, the distribution and replication of the entity 
data is handled by HBase. In this manner complete distribution and replication of index and 
data is achieved. 
 
To distribute the index, AnormStore uses entity partitioning – a scheme commonly used by 
commercial Web search engines. With entity partitioning each server is responsible for a 
portion of the repository (entity collection) and independently builds the index for it. To 
process a query (or a matching request) it has to be forwarded to all servers for example, 
choosing one slave from each master group, such that the whole repository is covered. Each 
server individually processes the query using the local index and returns its top-k results. All 
top-results are then aggregated and the best top-k entities are returned. An extremely 
important advantage of this entity partitioning scheme is to almost evenly balance the load 
amongst the servers. In case the whole system has to handle higher loads the servers can be 
replicated and augmented. Replication is crucial to insure constant availability of data in case 
some servers are unavailable due to failure or excess load. 
 

 
Figure 13 OKKAMstore V1 (AnormStore) Architecture 

 

                                                           
22 http://lucene.apache.org/solr 
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The AnormStore architecture has the following key components: AnormStore API, 
HBaseMaster, HBaseSlave, SolrBroker, SolrMaster and SolrSlaves. The overall aims of the 
AnormStore is to provide two crucial aspects, 1) good performance – coarse matching should 
complete in sub-second time, and 2) high recall – the probability that the correct result (if it 
exists) is returned in the candidate set has to be maximized. While achieving this, it also aims 
at being scalable as well as handling fault tolerance, replication, and distribution. 
 
The AnormStore API provides high-level interface functionalities for inserting, deleting, and 
retrieving the entities to/from the index or the data store. It optimally uses the features and the 
functionalities provided by HBase and Solr. It behaves like a middleware, making the 
interaction with Solr and HBase easier and controlled.  
 
The entity profiles are stored in HBase. HBase is responsible for inserting, updating, and 
deleting them as well as for fast lookup based on Okkam ID. The data is distributed and 
replicated among HBase slaves. HbaseMaster manages all the HBase slaves. AnormStore API 
interacts with HBase using and inserts, updates, and deletes data about the entities in it. 
HBase by default maintains the latest three copies of the entity. So, if an update to an entity is 
made, HBase makes sure that the old two copies are not lost. By default HBase only retrieves 
the latest entity information when it is searched. In order to retrieve the earlier versions of an 
entity, one has to specify the time stamp in the query. 
 
When a new entity is created in the store, the contents of this entity become immediately 
available by its Okkam ID via HBase. However, for query processing the content of the new 
entity also needs to be indexed. For indexing, since a entity partitioned index is used, the 
AnormStore API needs to determine which SolrMaster is responsible for indexing an entity. 
This decision is actually taken by the SolrBroker. 
 
SolrBroker maintains its own separate table in Hbase which holds statistical information such 
as the number of entities currently indexed by a particular SolrMaster, etc. Based on this 
information it determines which SolrMaster is responsible for indexing this entity. The IP 
address of this SolrMaster is then returned to the AnormStore API. The AnormStore API can 
use this IP address to connect to this SolrMaster and perform its functionalities like inserting, 
deleting and updating of entities. Briefly, SolrBroker does scheduling and load balancing by 
entity partitioning of the index which effectively distributes the partitioned index to 
appropriate SolrMasters. With this mechanism we can make sure that only the latest entity 
content is being indexed by the SolrMasters. 
 
SolrMasters store a chunk of the entity partitioned index. Furthermore, to achieve replication 
each SolrMaster replicates its index partition to the set of SolrSlaves assigned to it. 
 
As the OKKAM ENS V1 has just one physical platform the above architecture reduces to one 
implementation, but runs efficiently. This will be distributed to multiple platforms in ENS V2 
and V3. 
 

3.5 OKKAMmatch in ENS V1 
 
The general situation for entity matching is that an actor, it might be a human user, but more 
typically it is an application, provides an entity description and the OKKAM matching 
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process has to decide, if the described entity already exists in the repository or not, and in the 
case that it exists, return its ID.  
 
The OKKAMmatch matching functionality is provided in two layers: The storage layer 
identifies an initial list of matching candidates given for a request with a focus on efficiency, 
scalability and recall.  The matching layer is responsible for further analysis of the matching 
candidates to produce the matching result as well as for pre-processing of the request, before 
it is sent to the storage (e.g. schema transformation, security checks etc.)23. 
 
The OKKAMmatch API is the public interface of the OKKAMmatch. It offers a collection of 
methods for posing requests for OKKAM identifiers. These methods retrieve matching 
candidates that match the information given about the respective entity out of the entities 
stored in the OKKAMstore. The main building blocks of OKKAMmatch API are: 

·  the entity request or query, which is represented as a query language string as defined 
by the query language OKKAMRequest 

·  the class EntityRepository that offers the methods for posing entity requests,  
·  objects of type ContextSpecification, which are used to encapsulate information about 

the context of an entity request, such as the session ID,  
·  objects of type MetadataSpecification, which are used to encapsulate metadata 

information about an entity request, such as the targeted entity type, the maximum size 
of the result set, etc. 

·  the request results represented by an object of the class MatchingCandidateBundle, 
which represents a ranked collection of matching candidates plus additional 
information, and 

·  individual matching candidates represented as objects of type MatchingCandidate.  
 
The OKKAMmatch Framework architecture to support these is as follows: 
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Figure 16 OKKAMmatch Framework Architecture 

 

                                                           
23 This and the entity matching process is described in detail in D6.1 (OKKAM Entity Management 
Fundamentals), Sep08 
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In the first phase of the project the development concentrated on setting up the framework and 
integrating it with the rest of OKKAMcore. So the ENS V1 implementation of the default 
matcher contains a parser for the incoming entity requests formulated using the query 
language OKKAMrequest (as part of implementing the method processQuery). It contains a 
simple form of schema matching (as part of the method transformQuery). As part of the 
method generateQueryPlan, the internal query is transformed into a query that is compatible 
with the query language of the storage layer. Furthermore, the Default matcher also 
implements an important form of query relaxation. For performance reasons, only exact 
queries are sent to the underlying storage layer. However, if a query produces no results, then 
the query is transformed into a fuzzy query, which is a way to cope e.g., with spelling 
mistakes in the query. The method match, which is also part of a matching module, just hands 
through the matching candidates produced by the storage layer by only applying a threshold.  
Besides the refinement of the matching framework the next steps will be the identification, 
design and implementation of matching modules.  
 

3.6 OKKAMlifecycle in ENS V1 
 
Although in general entity identifiers are not expected to change, there are several situations 
that may require such identifier changes to occur. This may happen for instance, when an 
entity is created twice by error. In this case, it is necessary to assert the identity of these two 
entities. Therefore, it is necessary for OKKAM to define mechanisms to support this type of 
evolution of entities’ identifiers. Merging of entities may take place when one or more entities 
exceed some threshold of similarity. Before making this decision, one has to carefully take 
into account the nature of the considered entities and the tools used to compute this similarity. 
 
As more entities are added in the system, it may be the case that a single entity is represented 
by multiple instances in the repository. In such cases, techniques will be required to detect 
such situations, and merge the duplicated entities. These techniques will be monitoring the 
evolution of entities and their attributes and/or corresponding values and will take the 
necessary actions either automatically or after interacting with the curator of the OKKAM 
repository.  
 
Ideally, the system should identify duplicates at the time when new entities are inserted in the 
repository, using on-line algorithms. This assumes that (a) summaries exist to store the 
necessary information from existing entities, and (b) a proper threshold is used to guide the 
decision of whether the entities can be merged or not. Perhaps techniques for clustering to 
build attribute and attribute-value summaries can be used to decide whether a new or existing 
entity can be merged with one or more entities in the repository.  
 
The OKKAM system will need to support the operations of merging and splitting entities. In 
general, to address the problem of communicating the merge and split of entities, there are 
two approaches.  

1. Setting up a communication channel for distributing merge/split decisions via a 
notification mechanism.  

2. A solution which encodes information about evolution in the OKKAM IDs 
themselves. 

 
The main goal of this component is to allow entities to automatically evolve over time. One of 
the planned functionalities is the automatic demotion (and ultimately, deletion) of entity 
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attributes that are no longer relevant. This is the same concept as information aging, which 
ensures that only up-to-date information is stored in the entities. 
 
The basis for enabling all of the above functionality is the knowledge of how users interact 
with the system. This knowledge gives hints to how users expect the system to behave, as 
well as to the actual system behavior. By comparing and analyzing those two pieces of 
information useful conclusions can be drawn as to how to adapt the system in order to achieve 
better performance. 
 
The contribution from logging system will be twofold: 1) it records all important events in the 
system so the developers can use this information for debugging and future analysis offline, 
and 2) it provides an aggregated version of the various parameters online - for example 
popularity statistics can be taken into account while matching as described above.  
 
In order to make sure that logging does not harm the overall service performance, logging 
functionality has to be included at various points of the system. Frequency statistics will be 
managed by the entity storage; in particular it will provide entity access. 
 
These issues are discussed in D6.1 and potential theoretical approaches are suggested. They 
have not been implemented in the ENS V1, but will appear in V2 and V3. However 
appropriate logging to lead towards these is already included, as shown in Annex A. 
 

3.6.1 OKKAM Entity Model and Representation in ENS V1 
 
ENS V1 uses the OKKAM Entity Model V3 described in D6.124. The XML schema for this 
Entity Representation Model v3, with all of its options, including the XSD and explanatory 
graphics, is available at www.okkam.org/intranet/work-packages/wp6-lifecycle-
management/Entity%20Representation%20Experiment/entity-representation-v3-xsd  
 
The OKKAM Enity Model V3 represents an entity E as a tuple <oid, EQoid, Aid, prid, P, 
ME>, with the following information. 

·  Entity identifier assigned by OKKAM, oid  
·  Set of equivalent OKKAM entity identifiers (i.e., the OKKAM identifiers of other 

OKKAM entities that represent the same real-world entity as this one), EQoid 
·  Set of alternative ids, Aid  
·  Preferred id (i.e., the id that will be displayed), prid 
·  Profile of the entity (i.e., description), P  
·  Metadata for the entity, ME  

  
ME = <ME

G, ME
S, M

E
P, M

E
A> refers to the metadata of the entity, which are the following. 

ME
G = <ct> is the general metadata for the entity. 
·  Creation time, ct 

ME
S = <mt, mc, sc, ls> is the statistics metadata for the entity. 
·  Last modification time, mt  
·  Number of times matched (matched counter), mc  
·  Number of times selected (selected counter), sc  
·  Time last selected, ls 

                                                           
24 And at www.okkam.org/intranet/work-packages/wp6-lifecycle-management/deliverable-d6.1-working-
folder/entity-representation-conceptual-model-v3-1  
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ME
P = <so, ag> is the provenance metadata for the reference. 
·  Source of information (i.e., where we found this piece of information), so  
·  Agent that produced these data (i.e., name of software, manual process, etc.), ag 

ME
A = <o, a, d, s, w> is the access control metadata for the entity. 
·  Owner, o  
·  Authority, a  
·  Displayable, d 
·  Searchable, s  
·  Writable, w 

  
P = <t, A, R> is the profile of the entity, and contains all the information that describes the 
entity. This information is as follows. 

·  Semantic type of entity (e.g., one of the high-levels classifications in Wordnet), t  
·  Set of attributes describing characteristics of the entity, A  
·  Set of external references that refer to this entity, R 
  
An attribute A from the set A is a tuple of the form A = <n, v, veid, MA>, containing the 
following information. 

·  Name of attribute, n  
·  Value of attribute, v  
·  Entity identifier assigned by OKKAM for the entity described by v, veid (e.g., if v 

= “Trento” then veid = eidTrento)  
·  Metadata for attribute A, MA 

 
MA = <MA

G, MA
S, M

A
P, M

A
A> refers to the metadata of a specific attribute A of a 

specific entity E. These metadata are as follows. 
MA

G = <ct, l> is the general metadata for the attribute. 
·  Creation time, ct  
·  Natural language of the name/value pair, l 

MA
S = <mt, uc, lu> is the statistics metadata for the attribute. 
·  Last modification time, mt  
·  Number of times used in a query (usage counter), uc  
·  Time last used in a query, lu 

MA
P = <so, ag> is the provenance metadata for the attribute. 
·  Source of information (i.e., where we found this piece of information), so  
·  Agent that produced these data (i.e., name of software, manual process, 

etc.), ag 
MA

A = <o, a, d, s, w> is the access control metadata for the attribute. 
·  Owner, o  
·  Authority, a  
·  Displayable, d 
·  Searchable, s  
·  Writable, w 

  
A reference R from the set R is a tuple of the form R = <c, p, MR>, containing the 
following information. 

·  Category of reference (e.g., ontology), c  
·  URL pointing to the external reference, p  
·  Metadata for reference R, MR 
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MR = <MR
G, MR

S, M
R

P, M
R

A> refers to the metadata of a specific reference R of a 
specific entity E. These metadata are as follows. 
MR

G = <ct> is the general metadata for the reference. 
·  Creation time, ct 

MR
S = <lc> is the statistics metadata for the reference. 
·  Time last checked (i.e., the latest time we know this reference was valid), 

lc 
MR

P = <so, ag> is the provenance metadata for the reference. 
·  Source of information (i.e., where we found this piece of information), so  
·  Agent that produced these data (i.e., name of software, manual process, 

etc.), ag 
MR

A = <o, a, d, s, w> is the access control metadata for the reference. 
·  Owner, o  
·  Authority, a  
·  Displayable, d 
·  Searchable, s  
·  Writable, w 

 

3.7 ENS V1 Security and Trust 
 
A roadmap for the development of the security mechanisms for OKKAM was agreed amongst 
the partners. The short term plans for the V1 infrastructure are as follows: 

1. For the immediate issue of protecting V1 of the infrastructure, we proceed with a 
solution that allows read-only operation for "unregistered" users, and read/write 
operation for registered users. This was implemented through the provision of two 
different client libraries. 

2. Point (1) was presented as a "preliminary approach" for the Pre-Review in Oct08, 
together with an advanced model that exists on paper. For the First Review in Feb09, 
different components of this model will be ready for demonstration in ENS V1.1 

 
The architecture and approach for the OKKAM security mechanisms and access control 
model in order to protect the contents of the OKKAM repositories from different threats 
including privacy and legal issues, but also involving availability (e.g. preventing denial of 
service attacks), integrity, owner-control, manageability, etc., that will be implemented in 
ENS V2 and V3, are described in D6.1. These include: 

1. Trustworthiness of the repositories. based on: 
·  Trustworthiness of information provided. 
·  Reliability and survivability of the OKKAM infrastructure.  

2. Access control to OKKAM information. This is probably the most important aspect to 
take into account regarding the security of the OKKAM infrastructure. It is also 
essential for the acceptance of the ENS service because part of the information to be 
stored in OKKAM will be private and restricted. For the access control scheme to be 
able to suit the needs of OKKAM we need to consider the following sub-requirements:  

·  Flexibility (i.e. ability to fit different interests and applications).  
·  Scalability. In particular, access control must not introduce excessive delays in 

the processing of queries to the OKKAM ENS. 
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·  Manageability. The large-scale and heterogeneity of the OKKAM repositories 
require approaches in which the workload related to management of the access 
control system is very low.  

3. Advanced features. In general, these are features that are not required in all of the 
OKKAM scenarios, but that appear as very important in some of them.  

·  Controlled delegation. Delegation means that users have the ability to allow 
other users to represent them.  

·  Owner-retained control. In some scenarios, the ability of owners to retain 
control over the entity descriptions they own is important.  

·  Dynamic adaptability (i.e. content-based and context-aware access).  
·  Anonymous access.  
·  Provisional authorisation. In some scenarios, it will necessary to bind the 

execution of some actions (e.g. notification, registration, online permission 
checking, etc.) to the access to an entity description.  

4. Secure and controlled replication. This requirement is intrinsic to the future distributed 
nature of the repositories, in which replicated information will exist. It builds in these 
two pillars:  

·  Security of replication mechanisms.  
·  Persistent protection. 

5. Privacy-respectful operation. For an infrastructure such as the OKKAMpublic ENS 
service to succeed and to be accepted in practice, especially for Europe, we need to 
ensure that it does not introduce new threats, such as  

·  Data mining attacks. 
·  Protection against attacks based on publishing false information. 

 

3.8 OKKAMisation 
 
Three main exploitation directions for illustrating the added value and the impact of the 
OKKAM infrastructure and services have been identified25: 

·  Content creation: a first type of application is the creation of a variety of 
OKKAMized contents. This content can be used as a basis for supporting the process 
of creating new forms of rich content objects; It can be exploited in respective content 
authoring environments. 

·  Content integration:  the OKKAMization of content collections (ranging from 
structured to semi- and unstructured data) clearly eases their sound integration; 

·  Content exploration/navigation:  the OKKAM solution enables new ways of 
exploring information and knowledge spaces by exploiting the entity-centric 
enrichment of the OKKAMized content. 

 
In each of these three exploitation directions, we identified an application scenario in which 
the consortium will build one or more applications which can illustrate the benefits of the 
OKKAM approach. The scenarios are listed in the table below, together with its application 
domain, the leading partner and the main other contributors. 

                                                           
25 See DoW, section B.1.3.1.6 
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 Exploitation direction Application domain Application leader 

APP-1 Content creation Authoring environment ANSA 
APP-2 Content integration Organizational knowledge 

management 
SAP 

APP-3 Content exploration/ 
navigation 

Entity-centric search engine NUIG 

Table 2: OKKAM Application Scenarios 

 
The selected applications share the following features which make them especially suited for 
demonstrating the value of the entity-centric approach:  

a. they are based on very large datasets, namely content sources which contain 
references and knowledge about a very large number of entities;  

b. may benefit a lot from the extraction and unambiguous identification of a variety 
of entities;  

c. are directed toward a relevant community of users. In addition, we stress that the 
selected applications are designed to provide a testbed for a large variety of other 
future applications; a particular attention is indeed devoted to general 
methodological problems (see e.g. the deliverable D9.1 for enterprise knowledge 
management), as this should make the experience replicable in different contexts 
in a faster and more efficient way. 

 

3.8.1 OKKAMization and Entity import 
 
PCA-4 is developing the methods and components for the creation of OKKAMized content, 
i.e. content in which entities are identified and equipped with OKKAM Ids. This includes 
gathering and analysing documents and other information sources to retrieve entities and their 
identifying properties. In OKKAM two types of components are developed for this purpose: 

·  OKKAM empowered tools: These are extensions of existing tools e.g. via Plug Ins to 
enable OKKAMization during content creation. A good example is the Protégé 
OKKAM plug-in, where an entity repository is contacted, when new instances are 
created within the ontology.  Other candidates for extension are office applications 
(such as MS Word and OpenOffice), ontology editors, etc. Within the tools NLP and 
semantic technologies are used to detect the creation of new entities and to extract 
context information that enables the matching decision within the OKKAM entity 
repository. 

·  OKKAMizers:  OKKAMizers are used for processing content collections and 
OKKAMizing the content objects contained in the content collection. These can be 
web pages, forums, blogs, document repositories, etc. Where required these content 
collections are crawled, harvested, and stored in a repository. The main processing 
step is the parsing and analysis of the content object for entity extraction, the 
disambiguation of the entities via the entity repository and the representation of the 
entity IDs for (or within) the content objects. 

 
In the case of OKKAMising text documents, the OKKAMisation process starts with the 
conversion of the document from its original type, to a format that can be processed by the 
semantic engine: working with complete documents allows a better precision in recognition of 
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entities, thanks to the richer context. For the recognition during the writing of a document, the 
system implements additional logic that can reduce noise and prevent multiple detection of 
false entities. 
 
Extraction of entities is generally done at the end of the semantic analysis and is based on 
heuristic algorithms together with the existing knowledge present in the OKKAM server and 
made available to the clients in a manageable way: together with entities, it is possible to 
extract attributes and relations when relevant. 
 
For the ENS V1, WP4 generated the first set of OKKAMisers and a ZipImporter Tool that 
were used to produce the content listed in section (2.1) at the lauch of the service in mid-
Nov08. It is planned that the content will exceed 1M entities by the end of 2008.  
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4. Implementation and Operation of the OKKAM 
Integration Prototype V1 

 
The OKKAM ENS V1 service was launched on the OKKAM Production server on 14th 
November 2008. The MAC Production platform has a complete hot-backup to ensure 24x7 
Quality of Service and continuous operation of the service. In addition it is replicated and 
running on the R&D Platform at L3S, and the Development Platforms in EPFL and UNITN. 
 

4.1 Installation of the OKKAM ENS V1 Node 
 
The third party tools used by the OKKAM architecture are all freely available on the Internet. 
This section references each tool required and the link to download it. The OKKAM software 
itself; is held on the project distributed development website http://gforge.okkamdev.org. The 
required projects OKKAM-core-testsuite and OKKAM ws V1 are hosted here and are freely 
available to download to any member of the Consortium (anyone with an OKKAM login & 
password).  
 
The detailed procedures to install the OKKAMnode ENS V1 are described in Annex B. 
 

4.2 Implementation of the OKKAM ENS V1 Node 
 
The OKKAM software was collaboratively developed using the http://www.okkamdev.org 
project development website26. This OKKAM gForge site currently has 19 projects directly 
related to OKKAM (plus one test project). It has 37 registered users. The required projects 
OKKAM-core-testsuite and OKKAM ws V1 are hosted here and are freely available to 
download to any member of the Consortium (anyone with an OKKAM login & password).  
 

 
Figure 14 www.okkamdev.org collaborative development platform 

                                                           
26 The www.okkamdev.org collaborative development site is described in D5.1 (OKKAM Development and 
Deployment Guidelines), Mar08. 
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This site uses the proven OSS Model of 
Collaborative Distributed System 
Development, but on the project’s own 
closed environment for now27 
 
Integration and completion of the ENS 
V1 has resulted in www.okkamdev.org 
being very busy with 19 active projects 
directly related to the OKKAM ENS 
(plus one test project), and 37 
registered active developer users. The 
figure shows the amount of download 
activity for the top 10 development 
projects at Oct08. 
 
Also to indicate the level of activity in 
producing the ENS V1, the following table shows some basic characteristics of this initial 
OKKAM system28: 
 

Component 
Lines of 

code 

Number 
of 

packages 

Number of 
classes 

Number 
of 

methods 

OKKAM 
Match 

6,715 14 70 432 

OKKAM Store  2,000 8 13 49 

OKKAM 
Core 

3,500 16 56 243 

OKKAM 
Lifecycle 

431 2 8 45 

Total 10,135 40 147 769 

Table 3 OKKAM in Numbers figures on ENS V1 

 

4.3 OKKAM Development and Developers Challenges  
 
OKKAM is an ambitious project and a complex system, with: 

1. Short timescales between its Integration Prototypes = direction & focus 
2. Heterogeneous distributed development teams of many Partners 
3. Has to be delivered to the required Functionality, Reliability, on-Time & 

within Budget. 
 
                                                           
27 See for D5.1 for a full discussion of this. 
28 From OKKAM in Numbers. 

Figure 18 www.okkamdev.org downloads at Oct08 
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So the ENS V1 was developed using the D5.1 Guidelines to ensure that OKKAM is 
developed to the highest standards in an integrated and parallel way, with a coordinated and 
consistent design and development of its Components, especially with respect to mutual 
interfaces. These are based on the OKKAM System Development & Integration Process29 

�  Open, Focused, Agile (stay as simple as you can) & Distributed  
�  Continuous incremental integration – not just at the end ! 
�  Open Source collaborative distributed development methodology  

�  But in OKKAM’s  own private space at www.okkamdev.org  
�  With its own Bug Reporting & Tracking System. 

 
The D5.1 Software Development Guidelines stress: 

�  Coding Standards & Best Practice  
�  Conspicious Peer Reviews of Code, Designs & Documentation 

 
With clear OKKAM ENS Version Releases and the use of the www.okkamdev.org platform, 
the aim is to avoid “Last Minute Feature rush” as we approach ENS V1, V2 & V3. This was 
only partially achieved with V1, as many “last minute” features were added for the Pre-
Review on 24 Oct 2008. This is being updated for the First Review on 26-27 February 2009, 
by defining an ENS V1.1 that will be released at the beginning of February 2009. 
 
The OKKAM development approach has clearly identified the following key issues and 
challenges for the OKKAM developers30: 

�  Software License  
�  Core components - GNU GPL open source license.  
�  Clearly document your intentions (easy in gForge)  

�  Use of Third Party software or libraries.  
�  Respect & document their IP + Licensing implications.  

�  Copying of external code into OKKAM.  
�  Good to reuse proven software modules, but cannot just copy them  

�  If it is your code - you can do as you wish.  
�  If it is not your code - document their licensing situations  

�  Dynamic Loading vs. Static linking - to avoid IP problems  
�  Use External Web Services  

�  Loose coupling in line with OKKAM distributed architecture  
�  Committing & Releasing your OKKAM Components  

�  Use www.okkamdev.org & the OKKAM Release Manager  
 
With the release of ENS V1, the full impact of these is only now beginning to be felt and 
enforced. The procedures for committing components into the operational OKKAM ENS 
service on the Production Platform involves the following steps: 

�  Setup or update a Project on gForge at www.okkamdev.org  
�  Fill in the Administrative information on the project. 

�  OKKAM Components should be:  
�  Verified on the L3S or a local “Sand Pit” R&D Platform 
�  Committed into the current “Live” OKKAM system  

�  Only proven/stable components.  
�  Only after Quality Assurance by the OKKAM Release Manager 

                                                           
29 As defined in D5.1 OKKAM Development & Deployment Guidelines, Mar08. 
30 These are discussed in D5.1. 
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�  To the defined Quality of Service for that Component. 
�  Each OKKAM Component should have (can be very short)  

�  A Functional Test Plan - from its Technical Specification. 
�  An Integration Test Plan - into the latest OKKAM system  
�  An User Acceptance Plan - from the User Requirements  
�  Documentation (keep it short), including  

�  What it is, how it works, how to set it up, what’s missing, etc 
�  Component Development status – be honest ! 
�  Third party modules & Names of Component Peer Reviewers 

 
Only now with the release of the full ENS V1, has the full implications been realised and 
adherence to these procedures been achieved. This provides an excellent foundation as we 
now progress to V1.1 and V2. 
 

4.4 Usage of Open Source Software in ENS V1 

The OKKAM Consortium Agreement states in §4.2.7 that details of Open Source Software 
(OSS) used or produced for the project, must be documented and made available to all 
Partners. This is done at www.okkam.org/intranet/work-packages/wp11-project-
management/oss. From that page, the ENS V1 uses the following OSS: 

Name + 
link 

 

Vers
ion  

License 
name+link 

 

Owner's 
Identity 

(name+link) 
 

Description 
of what the SW 

does 
 

Contributi
on to goal of 

project 
 

Considered 
alternatives 

(name + link) 
 

Why this 
software and 

not the 
alternatives? 

 

Uses of the 
SW in the 

project 
 

JAVA JRE 
 
www.java.c
om/en/down
load/index.j
sp  

1.6.0_7 GNU/GPL 
www.gnu.org  

SUN 
Microsystems 
www.sun.com 
http://java.sun.c
om 

Programming 
Language & 
Environment 

Allows 
development 
of the 
OKKAM 
system. 

GNU Compiler 
for Java, part of 
the GNU 
Project 

Not as stable or 
as widely used. 

Programming 
of the 
OKKAM 
system 

HBASE 
 
http://hadoo
p.apache.or
g/hbase/  

01.2 

Apache License 
2.0 
www.apache.or
g/ 
licenses/LICEN
SE-2.0.html 

Apache 
Software 
Foundation 
www.apache.or
g/ 

Provides 
database 
functionality 
similar to 
Google 
BigTable on top 
of Hadoop. 

Storing the 
entity data.  

 
HyperTable 
www.hypertabl
e.org 

HyperTable is 
written in C++. 
In Okkam we 
prefer software 
written in Java. 
Also, Hbase is 
easy of install 
and use. 

Provides a 
distributed 
fault resilient 
entity storage. 

JAXB 
 
http://jaxb.d
ev.java.net/  

2.0.5 CDDL v1.0 and 
GPL v2. 

SUN 
Microsystems 
www.sun.com 
http://jaxb.dev.j
ava.net 

reference 
implementation 
of the JAXB 
specification 

automatically 
convert java 
objects to 
XML and 
backwards 
using XSD 

Castor 
http://www.cast
or.org 

JAXB is able to 
generate Java 
objects directly 
from XSD 
where for castor 
they need to be 
converted, 
additionally 
JAXB is faster 
in average 

converting 
entities to 
XML 
representation
  which will 
be stored in 
HBASE and 
backwards 

JUnit 
 
www.junit.o
rg  

 4.4 
 Common 
Public License 
v1.0 

 dsaff, egamma, 
emeade, kbeck 

JUnit is a 
simple 
framework for 
writing and 
running 
automated tests. 

 Improves the 
overall 
quality of the 
produced 
code and 
facilitates the 
integration of 
various 
components. 

TestNG 

JUnit is one of 
the most widely 
used testing 
framework for 
Java, it is less 
complex then 
TestNG and 
therefore easier 
to use. 

 JUnit tests 
are written 
for various 
components 
to ensure 
their correct 
functioning. 

 Apache Latest    Apache  Building,  multiple      Used to 
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Name + 
link 

 

Vers
ion  

License 
name+link 

 

Owner's 
Identity 

(name+link) 
 

Description 
of what the SW 

does 
 

Contributi
on to goal of 

project 
 

Considered 
alternatives 

(name + link) 
 

Why this 
software and 

not the 
alternatives? 

 

Uses of the 
SW in the 

project 
 

Fundation 
Software 
Ant  
Commons  
Hadoop  
HttpCompo
nents  
Logging  
Lucene  
Maven  
Tomcat  
Xerces  
XML  

availab
le 

Apache 
License, 
Version 2.0  
http://www.apa
che.org/licenses
/LICENSE-2.0 

foundation 
http://www.apa
che.org/foundati
on/ 

General 
libraries, 
database, map 
reduce 
functionalities, 
logging, 
indexing, 
servlet 
containers, xml 
processing 

aspects of the 
Entity Centric 
Search 
Engine (see 
goals) 

techincal 
qualities, 
community and 
support, and 
lower cost of 
ownership 

create out 
software 
(maven, 
maven) in the 
indexing 
(lucene) data 
processing 
(hadoop) 
logging 
(logging) and 
web services 
(tomcat) 

 Log4J 
 
http://loggin
g.apache.or
g/log4j/1.2/i
ndex.html  

Apach
e 2.0 

Apache 
Software 
Foundation  
  

Apache 
Software 
Foundation  

Apache log4j is 
a Java-based 
logging utility. 

 Using proper 
logging can 
offer useful 
support for 
debugging 
and can 
increase the 
overall 
efficiency of 
the 
development. 

Simple Logging 
Facade for Java 
(SLF4J) 
Logback 

 This one of the 
most widely 
used logging 
tool for Java. 

 Offer 
logging 
functionalitie
s for the 
software 
developed as 
part of the 
use case 
implementati
on. 

JBOSS 
 
www.jboss.
org  

4.2.3 

LGPL or Gnu 
Lesser General 
Public License, 
www.jboss.org/
company/licensi
ng/ 

JBoss 
community 
www.jboss.org  

JBoss 
Application 
Server is a free 
software / open 
source Java EE-
based cross-
platform 
application 
server. 

 

Cross-platform 
application 
server for 
OKKAM Java 
components. 

 De facto 
standard & 
mostly used for  
Java. 

 Cross-
platform 
application 
server to run 
OKKAM 
Java 
components. 
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5. Conclusions and Roadmap to V2 
 
The ENS V1 Service with initial versions of all of the major OKKAM components has been 
successfuly implemented and launched. It is now running on a 24x7 Quality of Service 
operational basis on the OKKAM Production Platform. The OKKAM ENS V1 service was 
launched on the Production Platform in MAC with an initial repository of 593,000 entities, 
including people and organisations extracted from Wikipedia, world cities extracted from 
Geonames, and other special entities. ENS V1 supports 7 initial fully operational OKKAM-
empowered tools: OKKAM4MS plug-ins (Word, Internet Explorer and Outlook), OKKAM4P 
– Protege, FOAF-o-Matic, and OKKAM4FireFox. 
 
As well as providing the initial OKKAM ENS service, the successful implementation and 
integration of the system has validated the OKKAM approach and is refining the development 
guidelines of D5.1. The use of the www.okkamdev.org gForge platform has proven to be very 
beneficial and is in extensive use by all OKKAM developers. This provides an excellent 
foundation for the remainder of the project and subsequent sustainability of the 
OKKAMpublic service based on an open source development community, as described in 
D5.1. 
 
ENS V1 as the first of the three OKKAM Integration Prototypes and Integration and 
Demonstration Subprojects (ISPs) integrates the outputs from the various PCAs and WPs and 
showcases their contributions achieved during the first year of the project. The Pre-Review in 
Oct08 and First Review in Feb09 have enhanced this process by providing definite deadlines 
when the system had to be running, as per ENS V1.0 and V1.1, respectively. 
 
However, this is just the first step. As listed in Section 3, there are now many challanges and 
issues to be addressed in the next and subsequent versions of the ENS before the project ends. 
This will begin with V1.1 and V2, as discussed in the next section. But there are broader open 
issues related to the ENS service, that will need to be addressed by the wider project, 
including: 

�  Technical 
�  High-performance core 
�  Global distributed architecture 
�  Private OKKAM nodes 

�  Organizational 
�  Improved collaboration and integration approach 
�  Install improved Testing and Quality Assurance procedures 
�  Improved ways to measure performance and target achievement 
�  Achieving Service Deployment and Sustainability based on combining: 

·  Dual Licensing  
-  Open Source for OKKAMpublic & other core components. 
-  Open Source or Proprietary for commercial applications 

·  Deploying OKKAMpublic/core to the OSS Community 
-  Build on Open Source Software (OSS) experience & best 

practice 
�  Managing operational ENS Service & OKKAM Developers (as per section 

4.3)  
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·  Monitoring software licenses – OSS & proprietary 
·  Controlling use of 3rd Party software or libraries & copying of external 

code into OKKAM.  
·  Promoting use of External Web Services & Dynamic Loading  
·  Committing & Releasing OKKAM Components to the latest 

operational ENS service.  
 
As security and dependability will be critical to the sustainability and long-term dependable 
operation of OKKAM, its development and integration into ENS V2 and V3 will be critical. 
PCA-5 bundles the competences needed to build the trust of users in using OKKAM, and to 
put in place the necessary mechanisms to guarantee privacy and security, and implement the 
procedures and mechanisms for the design and validation of the security relevant issues in 
OKKAM. 
 

5.1 OKKAM ENS V2 Architecture 
 
Now that ENS V1 is operational, this can be used to explore its evolution to a distributed 
architecture that will support the required future scale-up, security, speed/latency, resilience 
and reliability of the ENS service, and distribution of OKKAM Nodes.  
 
At this stage the ENS V2 architecture is envisaged to consist of three main elements (as 
shown in the figure):  

·  an OKKAMcore Cluster, i.e. a set of 
computers running OKKAMcore, 
together with a standard HTTP Load 
Balancer that interfaces with the outside 
world. 

·  a Lucene/Hadoop Cluster for distributed 
and load-balanced index and entity 
profiles management. This may be 
implemented using Solr/Hbase if 
experimentation proves that it is better 
for future scalability and reliability to 
use SolrBroker in the OKKAMstore. 

·  a Security Server 
 
Within this architecture, the instances of 
OKKAMstore which are deployed as part of 
OKKAMcore will take care of interaction with 
the Lucene/Hadoop (or Solr/HBase) clusters 
transparently (i.e. any additionally deployed 
instance of OKKAMcore will address the same 
clusters automatically through the OKKAMstore 
component).  
 
The focus of this scaled up and distributed 
ENS V2 will be much more on operational preformance metrics, and to quantify the quality of 
service it will provide to its users, particularly those of the three OKKAM entity-centric 

Figure 15 ENS V2 Architecture 
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applications in an authoring environment, organizational knowledge management and entity-
centric search engine. In its use, it will also enable the ENS service performance and quality 
expectations and needs of those users to be also quantified. These will then inform the 
specification, implemention, practical operation and roadmap to the final large-scale ENS V3 
to emerge from this project. 
 

5.2 OKKAM Roadmap to ENS V2 
 
The Roadmap from V1 to V2 envisages: 

·  ENS V1.1 - Feb09 - Review Release - resulting from enhancements after the Pre-
Review. 

·  ENS V2.0 - Aug09 - D5.4 in DoW – in light of the Review and from experience of 
using the service, and developments from all WPs and PCAs, this will be the second 
major release of the service. 

 
The ENS V2 service will have an advanced distributed infrastructure, improved matching, 
ranking searching and improved services integration with the OKKAM-empowered tools. It 
will have much more content, with a planned focus on events and locations. Its exact 
specification will be agreed and finalised after the First Review in late February 2009, when 
the ENS V1.1 will have been in operation for some time. 
 
The interim ENS V1.1 will address the following: 

OKKAMstore: 
�  demonstration of an initial version of a distributed and replicated OKKAMstore 

(within a cluster) 
�  Improvement indexing/ranking mechanisms for 1st level matching (based on 

results of evaluation 
�  More exhaustive experiments and measurements as the basis for further 

improvements (�  OIN) 

OKKAMmatch:  
�  implementation of protein matching solution in support of the entity centric 

content authoring application  
�  integration of the product matching module into the matching framework 
�  further experiments and improvements (e.g. for default matching) based on 

experimentation results 

Security and Trust 
�  Initial implementations of several components of the access control solution for 

the OKKAM public infrastructure: 
�  User Authorization Service 
�  Query Control (QC) Component 
�  Coarse-Grained Access Control (CGAC) Component 
�  Access Management Infrastructure (both on client and server side) 
�  Integration of QC and CGAC. 

OKKAMization & Entity Import 
�  Extension of repository population e.g. proteins, events 
�  Further development and tuning of the OKKAMisers Architecture 
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�  Set-up of  OKKAMiser approach for OKKAMisation of structured data 
�  Achievement of the Entity Population Milestone “First Million Entities” (MS6) 

OKKAM Empowered Tools 
�  further evaluation and testing for the OKKAM empowered Tool Suite  
�  further work on the tools of tools suite V1 (work on Outlook plug-in and Internet-

Explorer Plug-in, further refinement of Word Plug-in) 
�  Extending and improving the architecture in support of the OKKAM empowered 

tools  (especially business logic and presentation layer) 

Entity Lifecycle Management 
�  refinement of entity representation model 
�  design and implementation of access control model 
�  design of basic building blocks for entity evolution and repository adaptation 

ENS V1 Infrastructure Integration 
�  Operation, bug-tracking, enhancing ENS V1 service components & content 
�  Continue development of the OKKAM API Reference Guide - due Apr09 

 
Building on all of the work of the project’s WPs and PCAs over the coming months to August 
2009, the roadmap to ENS V2 will be implemented in the context of WP5 task 5.4 
“Integration Prototype "OKKAM Infrastructure V2" is as follows: 
 

 

 
Figure 16 OKKAM Project Roadmap to ENS V2 
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Annex A:  ENS V1 Query Logging 
 
Based on the OKKAMlifecycle requirements and discussions amongst the partners, the 
following approach for logging was adopted in the ENS V1 prototype. 
 
Everything is logged into a plain text file, in the style of the Apache access log, one entry per 
line. The entries have the following format 
 

<QID>#<TIMESTAMP>#<NODE-ID>#<CLIENT-ID>#<CODE>#<MESSAGE> 
 

QID = query id 
NODE-ID = identifier of the OKKAM node 
CLIENT-ID = identifier of the client 

 
CODE and MESSAGE have the following structure: every core component (i.e. 
AccessManager, Matching, Storage, etc.) will have a range of codes available: 
 

Core OKKAM Components Codes 
OKKAMCore: 100-199 
AccessManager: 200-299 
Matching: 300-399 
LifecycleManager: 400-499 
Storage: 900-999 

 
These CODEs determine the format of the MESSAGE. This means that the implementors of 
the individual components have the freedom to freely define the format of what they want to 
log themselves. A log analysis component will then be able to determine from the CODE, 
which format the MESSAGE will have (i.e. MESSAGE can itself consist of several separated 
fields if necessary). To this end a table is maintained where the implementors enter CODE 
and format of the MESSAGE they want to log. 
 
This enables one single method for logging, as follows: 
 

log(queryId, code, message). 
 
This is flexible and easy enough to implement and is ready and implemented in ENS V1.31 

                                                           
31 See http://www.okkam.org/intranet/work-packages/wp5/logging-in-okkamcore-v1 for specific logging in ENS 
V1 and www.okkam.org/intranet/work-packages/wp6-lifecycle-management/logging for an on-going discussion 
on logging in the ENS in general. 
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The specific information being logged in the ENS V1 is as follows: 
 

OKKAM 
Component 

Data Logged 

OKKAMaccess ·  Timestamp 
·  User (if available) 
·  Application (if available) (need extension of Matching API) 
·  Client IP (if available) 
·  Feedback from the user/application (need extension of Matching API): 

o Selected entity 
o Selected by user/application 

OKKAMmatch 
 

·  Original string received from the Application (this is for checking wether the 
user specified metadata and context or the default values were used for creating 
the Query – next item). 

·  Query: entity profile (query object) + metadata + context (see Query language 
document). 

·  Query plan created for sending queries t to the storage 
·  (OKKAM IDs of the) Matching module(s) used 
·  List of matching candidates (OKKAM Ids) returned by the storage layer 
·  List of OKKAM IDs returned to the application (maybe with a limit on the 

maximum) 
·  Timestamp when the results were returned 

OKKAMstore ·  Milliseconds for answering the query 
·  Numbers of peers used for the query (when distributed) 
·  Periodical statistics: 

o Number of entities 
o Entity category distribution 
o Most common attributes for each entity category 

OKKAMl ifecycle 
 

·  Entity creation/modification (At query time, or Administrator creates it) 
o Timestamp 
o User 
o OKKAM ID of the entity 

·  Entity split (offline, by request, or on creation/modification) 
o Split by 
o Triggered by 
o Timestamp 
o Original OKKAM ID 
o List of OKKAM ID produced 

·  Entities merge 
o Merged by 
o Triggered by 
o Timestamp 
o List of involved entities 
o OKKAM ID produced 

·  Deletion 
o Deleted by 
o Timestamp 
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Annex B:  OKKAM V1 Node Installation Procedures 
 
The OKKAM software is held on the project distributed development website 
http://gforge.okkamdev.org.  
 
To intall the OKKAMnode ENS V1, start by creating a folder to hold all OKKAM content 
(e.g. /opt/OKKAM).  OKKAM specific applications and data will run under this folder. 
 
Install Java JRE 6 from http://java.sun.com/javase/downloads/index.jsp if not already 
installed (using update 10 on the production server).  
 

1. Download the run the jre-6u10-linux-i586.bin file from sun.com 
2. Update-alternatives --install "/usr/bin/java" "java" "/usr/java/Java1.6.0_10/bin/java" 1 

update-alternatives --set java /usr/java/Java1.6.0_10/bin/java 
 

Install HBase 
 

1. Download  hbase-0.1.3 http://archive.apache.org/dist/hadoop/hbase/hbase-0.1.3/  and 
extract it to a directory (e.g. /opt/okkam/hbase-0.1.3) 

2. Create a folder called AnormStore under /opt/okkam.  
3. Create two sub folders under /opt/okkam/AnormStore. HBase and lucene. Hbase will 

store the database PID files while lucene will store the lucene index files. 
4. Create a folder called hbasestore under /opt/okkam. This will hold the hbase data files 
5. Edit hbase-env.sh (in conf directory) and unremark the “export 

JAVA_HOME=/usr/lib/java1.6.0_010” (or whichever version of Java is required). 
6. Uncomment the HBASE_PID_DIR line and point it to /opt/okkam/AnormStore/Hbase 
7. Copy the following lines into /opt/okkam/hbase-0.1.3/conf/hbase-site.xml 

<property> 
    <name>hbase.rootdir</name> 
    <value>file:///opt/okkam/hbasestore</value> 
     <description>The directory shared by region servers. 
      Should be fully-qualified to include the filesystem to use. 
     </description> 
  </property> 

8. Create a link to the hbase directory called hbase.  ln –s /opt/hbase-0.1.3 hbase 
9. HBase should start by running /opt/okkam/hbase/bin>./start-hbase.sh 
10. Check the Log files and do a ps –fe|grep hbase to check the server is running. 

 

Install OKKAM Core 
 

1. Create three folders lib, bin & conf under /opt/okkam. 
2. download the OKKAM core testsuite 

http://gforge.okkamdev.org/plugins/scmsvn/viewcvs.php/trunk/?root=okkam-core-test  
to a temp directory and copy the lib files to /opt/okkam/lib and place the .sh files in 
/opt/okkam/bin. Copy the cfg/opt/okkam/conf files to /opt/okkam/conf 
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3. Edit the anorm.conf file under /opt/okkam/conf and make sure the lucene.index.dir is 
pointing to AnormStore/lucene (or wherever the lucene index files are stored) 

4. Run /opt/okkam/bin> ./okkam.sh to test if it works. 
5. Create a pointer file to the OKKAM directory called /etc/okkam/okkam.properties 

with the following entry okkam.home = /opt/okkam (or wherever your OKKAM 
installation is located) 

 

Import OKKAM Data 
 
There are several datasets exposed on the www.okkamdev.org gForge site containing 
OKKAMised content.  
 
UNITN created a reference dataset to help in evaluating the performance of OKKAM V1 and 
future developments on the matching level. It consists of example queries extracted from the 
log, a golden standard, a reference installation as downloadable virtual machine, including the 
reference dataset.  This dataset is described in Annex C.  

 

Expose OKKAM Web Services 
 

1. Download OKKAM WS V1 source code from 
http://gforge.okkamdev.org/projects/okkam-ws-v1/  and compile as a .war file. (need 
to change reference to web service being exposed) 

2. Download and extract JBoss 4.2.3.GA (/usr/jboss/jboss-4.2.3.GA) from 
http://www.jboss.org/jbossas/downloads/  

3. Copy /usr/jboss/jboss-4.2.3.GA/server/default to usr/jboss/jboss-
4.2.3.GA/server/okkam-services. 

4. Copy okkam-core.war to the usr/jboss/jboss-4.2.3.GA/server/okkam-services/deploy 
directory 

5. Run ./run.sh –c okkam-services –b 193.1.101.85  from the bin directory to start JBoss 
6. Note: Please see JBoss documentation regarding securing the JBOSS JMX Console 

etc. 



 D5.2 Integration Prototype “OKKAM Infrastructure V1 
 

© OKKAM Consortium 2008 - FP7-IST-215032 4-Dec-08 Page 48 of 49 

 
 

Annex C:  V1 Reference Installation 
 
UNITN created a reference dataset to help in evaluating the performance of OKKAM V1 and 
future developments on the matching level. It consists of example queries extracted from the 
log, a golden standard, a reference installation as downloadable virtual machine, including the 
reference dataset.

 32 
 
The Reference Dataset constists of 

·  the reference population of the V1 prototype (~ 6GB data and index size)  
·  1000 queries that were randomly extracted from the query log of the UNITN Node  
·  a golden standard of about 400 queries together with the intended OKKAM ID (or 

nothing, if the entity is not in the repo)  
·  a virtual machine containing a reference installation of the V1 OKKAM node (on 

Debian4), and the reference population. 
 
Details on how these were generated and how they can be used are below.  

Entity Population  
 
This is the population of the pre-review release of V1, including some geonames, 
organisations and people, as described in section 2.1. 
The file containing the HBase data and the Lucene index can be found at (attention: 6GB 
file!):  http://okkam.dit.unitn.it/okkam/V1/okkam-v1-hbase-lucene-20081030.tar 
 
The md5 checksum is at:  http://okkam.dit.unitn.it/okkam/V1/okkam-v1-hbase-lucene-
20081030.tar.md5 
 
It is suggested to use "wget" or a similar utility for the download, because the tar file is quite 
big, and browsers are not very reliable tools. 
 
The HBase and Lucene data directories of an installation can be replaced with the directories 
in the tar file. This procedures has been verified to work. However it does require that HBase 
is shut down beforehand. 

Example Queries 
 
Extract 1000 queries randomly from the query log of the UNITN node. They can be accessed 
at:  http://okkam.dit.unitn.it/okkam/V1/queries-random.txt 
Please note that there are probably some duplicates.  

Golden Standard 
 
About 400 of the example queries form a “golden standard”. They have been issued with 
either 

                                                           
32 From www.okkam.org/intranet/work-packages/wp3-matching/queries/v1-golden-standard/  
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·  the OKKAM ID that is behind the intention of the query, if the entity is in the 
reference population. (not necessarily equal with the top-1 result from the matching 
layer, but often established by using several different queries by hand);  

·  nothing (represented by a dash "-"), if the intended entity is not in the reference 
population. 

 
Please note that for quite a few queries of the original 1000 the real intention could not be 
understood, so they were removed. The queries in this set here also were duplicated 
(syntactically, not semantically). 
  
The file is in comma-separated text format. First column is the query, second column is the 
result as specified above. The file can be found here: 
http://okkam.dit.unitn.it/okkam/V1/queries-random-goldenstandard.csv 
 
In short, this file represents what should be the top-1 result from the matching layer (in a 
perfect world !). 

Virtual Machine 
 
A complete installation of the pre-review OKKAM node, including the entity population 
described above, can be found at (attention: 7GB!): 
 http://okkam.dit.unitn.it/okkam/V1/okkam-node_debian4.vdi 
The md5 checksum is at:  http://okkam.dit.unitn.it/okkam/V1/okkam-node_debian4.vdi.md5 
  
The virtual machine includes a Debian 4 ("Etch") installation, plus the OKKAM node, plus 
the data. It was created with (and is supposed to be run inside) Sun VirtualBox, which has a 
free edition. Here are some brief instructions on how to get it running (on a Windows PC): 

1. install virtualbox  
2. copy image (okkam-node_debian4.vdi) to a place of choice on your hard disk  
3. start virtual box  
4. goto "file" -> "vitual disk manager..."  
5. press"add" and select the image copied before  
6. close window by selecting "ok"  
7. press "new" and a wizard appears, press "next"  
8. input a name like "okkam v1", os type "debian" and press "next"  
9. select the amount of ram you would like to dedicate to your okkam node (1GB is nice, 

512 ok, 256 possible) and press "next"  
10. select the image created above in steps 4-8 ("okkam-node_debain4.vdi"),  
11. press "next" and "finish"  
12. [installation is finished]  
13. select your virtual machine from the right side bar and hit "start"  
14. you can login with user name "okkam" or "root", always with password "okkam".  
15. start hbase with the command "/opt/okkam/hbase-0.1.3/bin/start-hbase.sh" 

  
This is now ready to run any standalone program that directly uses the internal OKKAM APIs 
(for example the ZipImporter33 does that, but you can create your own java program, it simply 
needs to have the necessary OKKAM libraries in place). 
 

                                                           
33 Available at http://gforge.okkamdev.org/projects/okkam-import-v1/  


